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Abstract
In recent years, there has been growing discussion amongst 
philosophers about “conceptual engineering”. Put roughly, 
conceptual engineering concerns the assessment and im-
provement of concepts, or of other devices we use in 
thought and talk (e.g., words). This often involves attempts 
to modify our existing concepts (or other representational 
devices), and/or our practices of using them. This paper 
explores the relation between conceptual engineering and 
conceptual ethics, where conceptual ethics is taken to en-
compass normative and evaluative questions about con-
cepts, words, and other broadly “representational” and/or 
“inferential” devices we use in thought and talk. We take 
some of the central questions in conceptual ethics to con-
cern which concepts we should use and what words should 
mean, and why. We put forward a view of conceptual engi-
neering in terms of the following three activities: conceptual 
ethics, conceptual innovation, and conceptual implementa-
tion. On our view, conceptual engineering can be defined in 
terms of these three activities, but not in a straightforward, 
Boolean way. Conceptual engineering, we argue, is made up 
of mereologically complex activities whose parts fall into 
the categories associated with each of these three different 
activities.
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1  | INTRODUC TION

In recent years, there has been growing discussion amongst philosophers about “conceptual engineering”. Put 
roughly, conceptual engineering concerns the assessment and improvement of concepts, or of other devices we 
use in thought and talk (e.g., words). Conceptual engineering often involves attempts to modify our existing con-
cepts (or other representational devices), and/or our practices of using them. For example: it might involve an 
attempt to reform the concepts we have, coupled with an attempt to get others to adopt those reformed concepts 
in practice.

To get a better handle on what conceptual engineering is, consider what we (and many others who discuss 
conceptual engineering) take to be two paradigmatic cases of it.

First, consider Kevin Scharp on the concept truth.1 In Replacing Truth, Scharp argues that the ordinary concept 
truth—which we currently express by the term ‘truth’—is inconsistent, which in turn leads us into paradoxes like 
The Liar.2 To avoid this, Scharp argues that we should—at least in certain contexts (e.g., when doing philosophy)—
replace our ordinary concept truth with two new ones that he has constructed. He argues that using these new 
concepts instead of our original concept truth will help us make epistemic progress on the issues we care about in 
key parts of philosophical inquiry. In light of this, Scharp advocates that philosophers take up his proposal and 
change how we talk about “truth” in the relevant contexts. Scharp explicitly takes this to be a project in “concep-
tual engineering”.

Turning to a different subarea of philosophy, consider Sally Haslanger's work on race and gender. In key parts 
of her work in this area, Haslanger proposes that we use our existing race and gender terms to express new con-
cepts.3 The concepts are ones that pick out features of our social identities: roughly, properties about how people 
are either systematically subordinated or privileged along certain dimensions (economic, political, legal, etc.) as a 
result of being imagined by others to possess particular features that purportedly reveal biological, ancestral, or 
other socially salient facts. Haslanger thinks that paying attention to these properties can help us better under-
stand our social reality. Moreover, if certain people (e.g., certain activists or certain social theorists) use existing 
race and gender terminology to refer to these properties, this will not only help us better understand our world 
but also aid us in the struggle for social justice.4 In light of this, Haslanger aims to get her target audience to change 
how they use race and gender terms.

There are many differences between Scharp's and Haslanger's projects here, even when described only in 
broad brushstrokes. For example: Haslanger appeals to the value of social justice, whereas Scharp does not explic-
itly bring in any moral/political values. Yet there are clearly some striking similarities between their critical proj-
ects. The idea of many philosophers writing about conceptual engineering is that “conceptual engineering” is a way 
of talking about the thing—perhaps a series of issues, an approach, or a methodology—that is common between 
(purportedly) paradigmatic cases of “conceptual engineering”, such as Scharp's and Haslanger's projects, or Rudolf 
Carnap's work on explication.5

Given that the very idea of “conceptual engineering” is often understood by reference to specific cases such 
as Scharp's and Haslanger's, one obvious way to make progress on understanding what conceptual engineering is 
to carefully examine those cases, and then look at what (if anything) they have in common. Some part of what 

 1In this paper, we use small caps (e.g., cat) to pick out concepts. We use single quotation marks (e.g., ‘cat’) to mention linguistic items. We use double 
quotation marks (e.g., “cat”) for a variety of tasks, including quoting other authors, scare quotes, and mixes of use and mention.

 2See Scharp (2013). For connected discussion, see Eklund (2014).

 3See Haslanger (2000). Note that we are here (and in the rest of this paragraph) focusing on one influential strand of Haslanger's work on this topic, 
chiefly as articulated in Haslanger (2000). Importantly, not all of Haslanger's work on race and gender involves this self-understanding in terms of 
replacing our current concepts with new ones. See Haslanger (2005) for a different self-interpretation, and Haslanger (2020) for more recent 
reflection.

 4Haslanger (2000).

 5For some of Carnap's work on explication, see Carnap (1947/1956).
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those cases have in common might then be used to illuminate the nature of conceptual engineering.6 We think that 
is surely one of the core ways by which one should try to make progress in understanding conceptual engineering. 
In this paper, however, we aim to supplement this approach with a different tactic. In short, we aim to make prog-
ress on understanding conceptual engineering by better understanding its relation to conceptual ethics. For rea-
sons that we explain briefly below, we aim to make progress on this by thinking about how we should use the 
terms ‘conceptual engineering’ and ‘conceptual ethics’.

We think the relation between conceptual engineering and conceptual ethics is worth asking about for the 
following reason: in recent years, the term ‘conceptual ethics’ seems to have been used to pick out many of the 
same philosophical projects—or, more precisely, at least core aspects of those projects—that the term ‘conceptual 
engineering’ seems to pick out. This naturally raises the question of how conceptual engineering and conceptual 
ethics are related to each other. Moreover, this issue is particularly pertinent for us. This is because, in previous 
work, we explicitly advocated for introducing the term ‘conceptual ethics’ to describe a set of normative and eval-
uative issues about thought and talk.7 We did that at the same time that Scharp and others (e.g., Matti Eklund and 
Herman Cappelen) were explicitly starting to use the label ‘conceptual engineering’ to cover a similar cluster of 
issues, or to refer to a philosophical approach that emphasizes the import of such issues.8

One difficulty we face in addressing the relation between conceptual engineering and conceptual ethics is that 
philosophers employ the terms ‘conceptual engineering’ and ‘conceptual ethics’ in a variety of ways.9 This is tied 
to the fact that the terms ‘conceptual engineering’ and ‘conceptual ethics’ are both relatively new in philosophical 
discourse. This suggests that there might not be settled linguistic facts about the respective meanings of these 
terms, nor settled facts about what these terms refer to. Thus, it is not at all clear which things we are talking about 
when we discuss “conceptual engineering” and “conceptual ethics”.

Does this mean that the core question we are asking is a bad one, or that our inquiry here is doomed to fail? 
We think not. To approach the issue, we can first engage in the sort of normative inquiry about concepts that is a 
key part of both conceptual engineering and conceptual ethics. In particular, we can ask the following normative 
question about the terms ‘conceptual engineering’ and ‘conceptual ethics’: how should philosophers use these 
terms? Some might regard this move as a bait and switch: moving from asking a descriptive question about the 
nature of the things themselves to a normative one about the terms we use for describing them. We agree that this 
kind of move can often be a bait and switch. But it can also be a helpful move for clarifying what we should be 
talking about when we ask our original question, and why. In our view, it is not that the normative question about 
terminology here (that is: ‘conceptual engineering’ and ‘conceptual ethics’) either replaces or settles the descriptive 
question about the nature of the things themselves (that is: conceptual engineering and conceptual ethics). Rather, 
it helps us get clearer on which things we want to ask questions about (e.g., what their nature is, or what properties 
they have, etc.), and why.10 We are optimistic that this move has something to contribute in this context. In short, 
our working hypothesis is that there is something to be gained by explicitly engaging in some conceptual ethics 
and/or conceptual engineering about the terms ‘conceptual ethics’ and ‘conceptual engineering’ themselves.

In this paper, we approach this task in part by thinking about the following combination of issues: (a) our 
preferred existing usage of the term ‘conceptual ethics’, which we have previously argued for (and which we 
stand behind, for the purposes of this paper), (b) connotations of the term ‘engineering’ in general, (c) existing 

 6For an example of this approach, see Cappelen (2018). Note that (as Cappelen's work underscores) providing such a theory might, of course, 
involve rejecting the self-understanding of the practitioners of the projects one identifies (including those, like Scharp's, that are explicitly pursued 
as ones in “conceptual engineering”) or reforming our views about which projects really are instances of conceptual engineering and which ones are 
not.

 7See Burgess and Plunkett (2013a, 2013b). See also Burgess (2014) and Plunkett and Sundell (2013).

 8See, for example, Scharp (2013), Eklund (2015), and Cappelen (2018). Their use of ‘conceptual engineering’ draws on the brief use of the 
terminology in Blackburn (1999).

 9For a sampling of some of the diversity here, see the papers in Burgess, Cappelen, and Plunkett (2020).

 10For connected discussion, see Plunkett (2015).
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usage patterns of the term ‘conceptual engineering’, and (d) key examples of work often described as instances of 
“conceptual engineering”. If nothing else, we think that engaging in this exercise can help draw our attention to 
important distinctions (about projects, issues, theses, etc.) that arise in cases that many think of as paradigms of 
“conceptual engineering” and/or “conceptual ethics”. One could discuss those cases using any range of proposed 
labels. More ambitiously, if our proposed usages of ‘conceptual engineering’ and ‘conceptual ethics’ are in fact 
onto something, then their adoption might help facilitate philosophical inquiry and discussion going forward, at 
least in certain contexts.

It should be underscored from the start that our aim here is not to determine how everyone, in all contexts, 
should use the terms ‘conceptual engineering’ and ‘conceptual ethics’. We think there is almost certainly going 
to be variation in how different people should proceed in different contexts, given their different aims. Perhaps, 
for example, it is best in some philosophical discussions to not worry about distinguishing between conceptual 
ethics and conceptual engineering at all. Or perhaps the balance we strike between different desiderata—e.g., the 
balance between fidelity to current use of the term ‘conceptual engineering’ versus preserving connotations of 
the term ‘engineering’ in general—is good for some philosophical contexts, but bad for others. We are optimistic 
about the fruitfulness of our proposal for much of the current discussion in philosophy about “conceptual ethics” 
and “conceptual engineering”. But we certainly do not mean to argue that our proposal is always the best one for 
all contexts in which philosophers (or others) use the terms ‘conceptual engineering’ and ‘conceptual ethics’.

In what follows, we work through a number of proposals about how we should use the term ‘conceptual engi-
neering’—in relation to a working proposal for the use of ‘conceptual ethics’ that we introduce early on—before we 
arrive at our favorite. In presenting these proposals, we often put things in terms of what the relation is between 
conceptual engineering and conceptual ethics as such (rather than how we should use the terms ‘conceptual engi-
neering’ and ‘conceptual ethics’). This object-level, seemingly descriptive way of talking should be interpreted in 
light of our methodological remarks above. At the end of the day, we want to know what is true of the relation 
between those things picked out by the terms ‘conceptual engineering’ and ‘conceptual ethics’ if the terms were 
used in the way we think they should be. Our proposal is ultimately a normative one about how the terms should 
be used, such that they pick out things where these kinds of relations hold. In this context, we think we can put 
forward that normative proposal by speaking in a seemingly descriptive, object-level way where we simply use the 
terms in question.11 This might be misleading for some readers, but we think this way of proceeding is okay as long 
as one keeps in mind what our ultimate goals here are, and what the appropriate methodology is for reaching them.

2  | THREE PARTS OF CONCEPTUAL ENGINEERING , AND A BRIEF 
PRE VIE W OF OUR PROPOSAL

A simple, natural thought is that there is no substantive difference between those things we should describe using 
the term ‘conceptual engineering’ and those we should describe using the term ‘conceptual ethics’. In what fol-
lows, in part simply for ease of exposition, we take conceptual engineering and conceptual ethics to be activities 
one can engage in. So, on this simple view, there is just one kind of philosophical activity here, which we can refer 
to either using the language of ‘conceptual engineering’ or the language of ‘conceptual ethics’.

There are some passages from recent work on conceptual engineering that suggest this view:

Herman Cappelen from Fixing Language: “This book is in part about the significance of terminological 
choices and so it is fitting that the terminology for talking about this field itself presents us with difficult 
choices. The term ‘conceptual engineering’ is used by Simon Blackburn (1999) and also Matti Eklund 

 11One way to see how this might be so is to take us to be explicitly engaging in metalinguistic negotiation, in which we seem to use (rather than 
mention) terms to put forward a view about how those very terms should be used. See Plunkett and Sundell (2013).
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(2014, 2015)… Some use Carnap's term ‘explication’ for a sub-version of this kind of project. Others again 
prefer ‘conceptual ethics’ over ‘conceptual engineering’ (Burgess & Plunkett, 2013a, 2013b). I've settled 
on ‘conceptual engineering’ though it is far from ideal.”12

Matti Eklund from Choosing Normative Concepts: “Whereas philosophers often have been concerned 
to understand our actual expressions and concepts, and what these expressions and concepts stand for, 
I think we should be more concerned with the space of possible expressions and concepts pertaining to a 
given subject, and with questions about what the most apt expressions and concepts are. The latter is 
what some theorists talk about under the heading of conceptual engineering, or conceptual ethics.”13

To be clear: we do not think that either of the above philosophers we have quoted means to put forward a worked-out 
view here about the relation between conceptual engineering and conceptual ethics. Our point is just that these pas-
sages suggest the thought about identity between conceptual engineering and conceptual ethics, which is a natural, 
default starting point.

An initial worry with this default starting point is that paradigm cases of things that philosophers currently 
call “conceptual engineering” suggest the idea that conceptual engineering is more intimately related with two 
kinds of activities than conceptual ethics is. We think this idea also fits naturally with associations of the term 
‘engineering’ itself.

The two activities are as follows.
First, there is what we can call conceptual innovation. Roughly, this activity involves introducing new concepts 

and/or amending existing concepts.14

Second, there is what we can call attempts at conceptual implementation. Roughly, this involves a kind of advo-
cacy, in which one tries to get some people (ranging from a lone individual to a large population) to actually take 
up and use the concepts one is in favor of. In other words, this involves some attempt at actual implementation of 
the conceptual changes that one thinks should be brought about, e.g., by getting people to employ the concepts 
one previously developed doing conceptual innovation.15

It should be underscored that, in both activities, one's target might not be concepts, as opposed to other “rep-
resentational devices” (e.g., words or lexical items). This follows from the more general point that either some (or 
all) of conceptual engineering, or some (or all) of conceptual ethics, might ultimately best be understood as not 
about concepts as such.16

 12Cappelen (2018, p. 4).

 13Eklund (2017, p. 15).

 14Some might also want to use the term ‘conceptual revision’ (drawing on Railton (1989)) or ‘conceptual amelioration’ (drawing on Haslanger (2020)) 
or ‘conceptual design’ to describe this kind of project. As Railton's and Haslanger's projects exemplify, conceptual innovation is standardly 
undertaken with an eye to creating better or improved concepts. However, nothing in the idea of conceptual innovation as such necessitates that 
one has such an aim, and, if one does, it is also obviously a separate question whether the new concepts are in fact improvements or not. Note also 
that another possible idea about the label ‘conceptual design’ we just mentioned above would be to use it as an alternative label for what we are 
here calling “conceptual engineering”. This would be especially apt if one thought ‘engineering’ and ‘design’ were rough synonyms in general.

 15As our usage of ‘advocacy’ here suggests, we think ‘conceptual advocacy’ might be another good label here for the thing we have in mind. A 
drawback is that perhaps any positive normative view about X could be seen as a kind of advocacy on its behalf. There will always be gradations 
here with how much one really tries to implement a normative proposal about which concepts should be used. So this might not be that big of a 
problem at the end of the day. We stick with the “implementation” label instead, since it draws attention to the end of the advocacy in a way that we 
think is more illuminating of the kind of activity we have in mind. Another possible label for the activity is ‘conceptual activism’. (See Cappelen and 
Plunkett (2020) for use of that label in roughly this way). We think that using ‘conceptual activism’ in this way has a number of drawbacks. For 
example, a government official might be engaged in a project of attempted conceptual implementation. But we do not generally automatically think 
of a government official as an “activist” solely in virtue of trying to effect social change, e.g., by trying to carry out or enforce an existing policy or 
law.

 16For example, Cappelen develops a theory of conceptual engineering according to which there are not any concepts at all. On his view, conceptual 
engineering involves work on the intensions and extensions of lexical items, rather than on concepts. See Cappelen (2018).
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The prima facie connection of conceptual engineering to the activities of conceptual innovation and concep-
tual implementation raises a natural question: is conceptual engineering somehow definable in terms of these 
three activities (conceptual ethics, conceptual innovation, and conceptual implementation)?

One simple thought (which we call Proposal 1) is this: conceptual engineering encompasses every instance 
of each of the three things. This proposal is something we once were attracted to. But we now think this pro-
posal is not the best way of thinking about conceptual engineering, for reasons we explain below. We bring 
it up here just to illustrate what it would be to try to define conceptual engineering in terms of these three 
activities.

So should one try to define conceptual engineering in terms of these three activities? At the risk of spoiling the 
suspense, here is a preview of our eventual proposal: conceptual engineering is indeed definable in terms of these 
three activities (conceptual ethics, conceptual innovation, and conceptual implementation). But, we do not think 
it is so definable in a simple Boolean way. Rather, we think the term ‘conceptual engineering’ is best used to pick 
out something that is made up of mereologically complex activities whose parts fall into the categories associated 
with each of these three different activities. The prototypical/paradigmatic projects in conceptual engineering, 
we think, are exercises in conceptual innovation, guided by conceptual ethics, with an eye (and likely some effort 
put toward) effecting actual conceptual change. We'll get more precise about this thought below, as we build up 
toward our proposal by working through what we find wanting in other proposals.

To set the stage for this work, we should clarify something up front about how we understand “conceptual ethics” 
in this paper. In previous work, we introduced the term ‘conceptual ethics’ to refer to a branch of normative and eval-
uative inquiry.17 It is a branch that, in short, deals with normative and evaluative questions about concepts, words, and 
other broadly “representational” and/or “inferential” devices we use in thought and talk.18 Put in terms of concepts and 
words: we take some of the central questions in conceptual ethics to concern which concepts we should use and what 
words should mean, and why. On our way of using the term ‘conceptual ethics’, conceptual ethics is really a shorthand 
way of referring to normative and evaluative inquiry about certain kinds of questions about thought and talk. It need 
not focus on concepts per se. And, despite how we often use the term ‘ethics’, the normative and evaluative issues on 
the table here need not be ones in broadly moral/political philosophy. For example: nothing in how we understand 
conceptual ethics suggests that it needs to concern things such as the promotion of social justice or happiness, or re-
specting the moral rights of agents. One might argue that we should use those concepts that carve reality at its joints, 
irrespective of whether our use of those concepts makes our lives go better or not, and irrespective of any other 
broadly “moral” or “political” considerations. As we understand it, that is an argument in “conceptual ethics”.

For the purposes of this paper, we proceed on the assumption that this is a good way of regimenting the term 
‘conceptual ethics’. That is: we take it that to engage in the activity of doing conceptual ethics is to engage in this 
branch of normative and evaluative inquiry. This might, of course, be incorrect. Our previous usage of ‘conceptual 
ethics’ is obviously not sacrosanct. Perhaps, for example, another label would be better to use here for the kind 
of normative and evaluative inquiry we have in mind. After all, it would be good to have a label that didn't seem to 
suggest it was really all about concepts as such and/or that didn't suggest that practical values/norms were not the 
most important ones for the normative/evaluative issues on the table. However, we have not yet found a label that 
we think is obviously better, all-things-considered. For example: the label ‘normative and evaluative work on con-
cepts and/or other related devices in thought and talk’ is obviously a seriously cumbersome phrase to use in many 
contexts, and the label ‘conceptual evaluation’ makes it seem as if the kind of inquiry we want to discuss is all about 
evaluative issues (e.g., about what is good or bad) rather than normative ones (e.g., about what agents should do, 
think, or feel). Thus, for the purposes of our paper, we stick with the term ‘conceptual ethics’, and take it to refer to 
the activity of engaging in the kind of normative and evaluative inquiry we glossed above. This choice is important 

 17See Burgess and Plunkett (2013a, 2013b).

 18As this gloss suggests, we do not take it as given what those devices are. Many philosophers will put questions about concepts on the list. But 
someone who is a nihilist about concepts will not.
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to underscore given that, on one way of proceeding, much of our work in this paper could be focused on different 
proposals about how we should use the term ‘conceptual ethics’. Instead, we proceed by largely taking our earlier 
account as a good starting point and then focusing on how to think about conceptual engineering in light of it.

3  | WORKING TOWARD A PROPOSAL

In this section, we consider and reject four different proposals, all of which aim to define conceptual engineer-
ing in terms of the three different activities we identified above (conceptual ethics, conceptual innovation, and 
conceptual implementation). We can build a better proposal, we think, by reflecting on the relative merits of each 
of these four proposals.

3.1 | Proposal 1

Recall Proposal 1, which we introduced in the last section. According to this proposal, conceptual engineering is 
the union of all three activities (conceptual ethics, conceptual innovation, and conceptual implementation). This 
proposal faces the following problem: you can do any one of these three activities independently without doing 
either of the others, and there are examples of this in each of the three cases that do not look like a good thing 
to call “conceptual engineering”. Thus, taking the union simply counts too much stuff as conceptual engineering.

Let's start with the conceptual ethics case. Recall that, on the gloss of conceptual ethics we introduced above, 
conceptual ethics is essentially the activity of engaging in a branch of normative and evaluative inquiry that deals 
with issues concerning thought and talk, such as which concepts we should use, and why. There is not going to 
be a theory-neutral way of demarcating exactly which questions are covered by conceptual ethics. For example, 
if one is skeptical about concepts as such, then the core questions concern something else (e.g., perhaps lexical 
items, perhaps conceptions, etc.). Another issue concerns whether a given concept can change its intension and 
extension and remain the same concept. Someone might think yes, whereas someone else might think that any 
such adjustment necessarily involves switching to a nearby, related concept. How one thinks about this issue will 
affect how one thinks of the possibility of revising or reforming a given concept, as opposed to simply replacing 
it. Whatever exact topics are encompassed by conceptual ethics, however, there is something important that 
follows from the basic idea of thinking of “conceptual ethics” as a kind of normative and evaluative inquiry. This is 
that, just as with normative and evaluative inquiry in other subareas of philosophy—e.g., in moral philosophy, po-
litical philosophy, aesthetics, or epistemology—one can engage in that inquiry without aiming to make a practical 
difference to how things are in the world, or without an eye toward actually changing anyone's behavior. For ex-
ample, consider the question of whether the normative facts about which concepts we should use are ultimately 
determined solely by facts about what best promotes the best consequences. One might think that it is simply 
intellectually interesting to figure out whether this kind of consequentialism in conceptual ethics is true, just as one 
might think that questions about parallel kinds of consequentialism in ethics and epistemology are interesting. 
One might try to figure out whether this kind of consequentialism in conceptual ethics is true without trying to 
change anyone's actual conceptual behavior, and without engaging in any conceptual innovation. The same is true 
of working on more “applied” questions in conceptual ethics. For example, one might try to figure out which race 
and gender concepts a specific group of people should use in a given social-historical context, but without trying 
to change anyone's actual conceptual behavior, and without engaging in any conceptual innovation. To us, it seems 
a bit unhelpful to count these kinds of activities—ones that simply try to make epistemic progress on a theoretical 
question in conceptual ethics—as an instance of conceptual engineering.

Similar points apply to examples of activities solely involving conceptual innovation, or solely involving con-
ceptual implementation. For example, consider someone engaged in the project of building new concepts just for 
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fun, or just as a casual art project.19 Such a person might engage in this activity of conceptual innovation without 
ever consciously engaging in any sort of normative and evaluative theorizing about which concepts they should 
create, or why, and might have no eye toward trying to get anyone to actually employ their creations. Or consider 
someone promoting, solely for the sake of personal gain, the use of a concept that someone else created. Such a 
person might engage in this kind of conceptual implementation without doing any amount of conceptual ethics or 
conceptual innovation. These examples are, again, ones that seem a bit strange to count as examples of “concep-
tual engineering”. Or at least so we submit.

Some of what we are thinking here draws on the contrast between the above cases and paradigm examples 
of conceptual engineering, such as Scharp's work on replacing the ordinary truth predicate and Haslanger's ame-
liorative accounts of race and gender concepts. Those are cases where it seems that there is some amount of all 
three activities going on (that is: some amount of conceptual ethics, conceptual innovation, and conceptual imple-
mentation). Some of our thinking here also stems from associations of the term ‘engineering’. For example: simply 
creating something without any aim to make it useful for some activity, or without any aim at implementation, 
does not strike us as something naturally described as an instance of “engineering”. Nor does abstract normative 
theorizing on its own, or simply trying to get others to do something for personal gain.

Proposal 1 faces another issue as well, which is tied to what we have argued above. This is a problem about 
subservience. The problem is that it is at best misleading, and at worst false, to say that conceptual ethics (or 
one of the other two activities) is just “a part of” conceptual engineering. This problem has more to do with mis-
understanding conceptual ethics (or the other two activities) and less to do with misunderstanding conceptual 
engineering.

To appreciate this problem, consider the idea that normative political philosophy is just “a part” of a broader 
project, which also includes trying to create and implement better (or more just, etc.) institutions. Or the claim 
that normative aesthetics is just “a part” of a project that involves creating better art. As we emphasized above, 
someone might engage in normative and evaluative theorizing for any number of reasons. Some of those reasons 
might have nothing to do with actually trying to bring about change in the real world (e.g., in terms of what actual 
social/political institutions are like, or what art is actually created). For example, as we discussed above, one might 
engage in philosophical theorizing—including about normative issues—simply because one finds it intellectually 
interesting. Or one might find oneself engaged in thinking about these issues because of how they connect to 
other philosophical topics that one finds interesting. This would be parallel to how some philosophers of art might 
engage with certain issues of philosophy of language because of the relevance of those issues to their work. Given 
all of this, even if conceptual ethics is a part of conceptual engineering in some sense, it would be misleading to give 
an account of what conceptual ethics is in terms of this relation (e.g., in terms of giving something akin to a real 
definition of conceptual ethics). This would be parallel to how it would be misleading to give an account of norma-
tive political philosophy just in terms of how it fits into a broader project that also involves trying to actually create 
and implement better social/political institutions, or to give an account of normative aesthetics solely in terms of 
its connection to a broader project that also involves the practice of trying to create better art.

There is also a further, connected point about subservience. Suppose we assume for now that conceptual 
ethics is a part of conceptual engineering (and even that this connection to conceptual engineering is a part of the 
real definition of conceptual ethics). Conceptual ethics can still be a part of lots of other things too. Some of those 
other part-whole relations might be more illuminating about the nature of conceptual ethics. For example, follow-
ing our original take on conceptual ethics in our earlier work, we think it is helpful to think of conceptual ethics as 
a branch of normative and evaluative inquiry (just as, for example, normative political philosophy is such a branch). 
This way of defining the field need not mention conceptual engineering at all.20

 19As noted earlier, if one thinks new concepts can't literally be created, then the activity here can be reformulated accordingly.

 20The above points about subservience draw on the introductory discussion of the nature of conceptual ethics by one of us (Plunkett) in Cappelen 
and Plunkett (2020).
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3.2 | Proposal 2

Given some of the arguments we provided against Proposal 1, a natural thought is that perhaps conceptual en-
gineering is not all instances of all three activities (conceptual ethics, conceptual innovation, and conceptual im-
plementation), but rather some instances of all three activities. Call this Proposal 2. The basic idea here would be 
that we can ditch the examples like those above, in which simply engaging with some part of conceptual ethics, 
conceptual innovation, or conceptual implementation did not seem to really be a part of conceptual engineering. 
The idea, in short, might be that these examples created issues because of the specific parts of those activities 
that were being engaged in. This picture is a view on which conceptual ethics and conceptual engineering partially 
overlap in terms of what they cover. On this proposal, the overlapping part is something that would be identified 
at a given social/historical context, and thus could potentially vary in the future. Depending on one's ambitions, 
the overlapping part could be used to illuminate both conceptual ethics and conceptual engineering.

The basic issue with Proposal 2 is that it is not at all clear which subpart of conceptual ethics should be in-
cluded in conceptual engineering. The same issue arises in thinking about which subparts of conceptual innovation 
or conceptual implementation should be included. In all cases, you want to avoid the result that it is just whatever 
activities people who are called (or call themselves) “conceptual engineers” end up engaged in, or drawing on. 
To appreciate the issue here, consider that issues in epistemology sometimes come up in discussions about the 
philosophy of mind. But that does not mean that all the issues in epistemology that philosophers of mind discuss 
are a part of the philosophy of mind. Moreover, there is not a well-defined part of epistemology that deserves to 
be thought of as a proper part of the philosophy of mind. Similarly, issues in conceptual ethics sometimes come 
up in discussions about the philosophy of race. But it is not as if all such issues that come up thereby become 
part of the philosophy of race. After all, shouldn't we leave room for the idea that inquiry can move (often quite 
smoothly) from discussion about one subarea of philosophy to another? Furthermore, in parallel to the previous 
case concerning the philosophy of mind and epistemology, there is not a well-defined part of conceptual ethics 
that is best thought of as a subset of philosophy of race. There are of course paradigm examples of topics from 
conceptual ethics that are discussed in the philosophy of race: e.g., whether we should abandon our ordinary ra-
cial concepts and instead employ new, ameliorated ones, or perhaps none at all. But different philosophers, with 
different philosophical approaches, different views in auxiliary parts of philosophy, etc., will end up engaged with 
different issues in conceptual ethics while trying to make progress on an issue in philosophy of race. For example: 
some philosophers of race engaged in conceptual engineering might well end up thinking a lot about whether the 
kind of consequentialism about conceptual ethics we introduced earlier is correct or not. But it is hard to see how 
this would be part of a list of questions in conceptual ethics that are properly a part of the philosophy of race.

This is not to say that we cannot identify some general issues in conceptual ethics, conceptual innovation, and 
conceptual implementation that will often be relevant to thinking about the overall project of conceptual engineer-
ing, or to thinking about specific instances of it. Indeed, we think we can; or at least we can do so relative to our 
epistemic situation in our current social/historical context.21 It is just that we do not think there is a well-defined 
list here that can be used in giving an illuminating definition of what conceptual engineering is.

3.3 | Proposal 3

Another obvious proposal is to define conceptual engineering as the union of two of the three activities. Call this 
Proposal 3. This gives us three distinct options. Conceptual engineering could be defined as the union of concep-
tual ethics and conceptual innovation. Or it could be defined as the union of conceptual ethics and conceptual 
implementation. Or, finally, as the union of conceptual innovation and conceptual implementation.

 21See, for example, the clusters of issues discussed in Cappelen and Plunkett (2020).



290  |     BURGESS and PLUnKETT

Whichever version of Proposal 3 one chooses, one nice feature of it is that it can mitigate (even if not fully 
address) the problem of “too much stuff” we discussed for Proposal 1. This is because, by cutting out 1/3 of the 
activities, one will cut out at least some of the cases that do not seem to be aptly described as cases of “conceptual 
engineering”. Moreover, there are more specific benefits of Proposal 3 depending on which variant of it one goes 
with (that is: depending on which two of the three activities one combines). For example, consider the combination 
of conceptual innovation and conceptual implementation. This combination sets up conceptual ethics and concep-
tual engineering as separate but complementary parts of an overarching (as yet unnamed) project.22 This version 
of Proposal 3 thus avoids what is perhaps the most pressing of the subservience problems that arose for Proposal 
1, which concerns the account of conceptual ethics in particular (as opposed to one of either conceptual innova-
tion or conceptual implementation). On this version of Proposal 3, conceptual ethics is one thing, and then con-
ceptual engineering is something one can do informed by the results of one's normative theorizing in conceptual 
ethics.

We think there is something going for Proposal 3 in general, and for this version of it in particular. But there is 
also a basic worry about it that seems hard to shake. This is that it is difficult to find good grounds for singling out 
one of the three activities for exclusion. To illustrate this problem, suppose one is engaged in a project of concep-
tual innovation and one finds oneself, along the way, thinking about some normative issues in conceptual ethics. 
When one thinks about those issues, has one really stopped being engaged in a project of conceptual engineering? 
It seems more apt to describe what one is doing as simply continuously engaging in a single project in conceptual 
engineering, in which some issues in conceptual ethics have arisen.

3.4 | Proposal 4

We have been canvassing the possibility of defining conceptual engineering in terms of the activities of conceptual 
ethics, conceptual innovation, and conceptual implementation. A proposal left open by the logical space we have 
canvased thus far is to just focus on one of the three activities in question. Call this Proposal 4.

Earlier in the paper, we already set aside the idea that conceptual engineering is identical to conceptual eth-
ics. So that leaves the possibility that it is identical to conceptual innovation, or that it is identical to conceptual 
implementation.

Of these two options, the identification of conceptual engineering with conceptual innovation is the more 
plausible one. After all, building, making, or reforming things seems, in general, to be something engineers of var-
ious stripes paradigmatically do, in a way that advocacy does not. Indeed, given the way the term ‘engineering’ is 
often used, one might think there is a natural division of labor here: engineers make things (many of which are not 
used beyond the prototype phase), and then other people (e.g., those involved in advertising, sales, management, 
etc.) try to get people to use certain of those things. This strand of usage of ‘engineering’ counts in favor of the 
identification of conceptual engineering with conceptual innovation. Moreover, so does the attractive simplicity 
of this proposal.

So what should we make of this version of Proposal 4, on which conceptual engineering is just identified with 
conceptual innovation? We have a lot of sympathy for it, for the reasons given above. But we have two main wor-
ries. First, it is not clear how much mileage one should get from the above strand of usage of ‘engineering’. After 
all, creating or reforming something (e.g., whether a concept or a car) just for art's sake, or as a prank, is not exactly 
a paradigm case of engineering, at least when we consider how the term ‘engineering’ is often used. Instead, as 
the term ‘engineering’ is often used, engineering is more closely tied to creating, adjusting, etc. for the sake of cre-
ating something with an eye toward actual implementation. Second, and more importantly, this proposal leaves 

 22One idea might be to call this project “conceptual design”, opting for a wider definition of ‘design’. This would be in contrast to the idea (discussed 
in footnote 14) of using ‘conceptual design’ to refer to what we call “conceptual innovation” or to refer to what we call “conceptual engineering”.
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out the intimate connections to conceptual ethics and conceptual implementation—and especially to conceptual 
ethics—that seem to be at the heart of core examples of conceptual engineering that anchor much of the current 
philosophical discussion of “conceptual engineering” (e.g., the examples of Scharp and Haslanger that we started 
with, the examples that Cappelen provides at the start of Fixing Language, or Eklund's work in Choosing Normative 
Concepts). This might not be that huge of a cost. But we think there is an option available that maintains a focus on 
these intimate connections to conceptual ethics and conceptual implementation that we see in paradigm cases, 
and which avoids the problems we have discussed for Proposals 1–4. We now turn to spelling out that positive 
proposal.

4  | OUR POSITIVE PROPOSAL

In our discussion thus far, we've been looking at unions of sets of activities. Notice that conceptual engineering 
cannot be the intersection of two or three of these sets, because that intersection is empty or at least very small. 
But now imagine that you count complex activities that have parts belonging to one of the three as being in the 
“intersection”. This idea is a way of backing into our positive proposal, according to which paradigm cases of con-
ceptual engineering involve some conceptual innovation, guided by some conceptual ethics, and in the service of 
some conceptual implementation.

A question that immediately arises: could “some amount” be zero? Well, it can't be zero for all three activities. 
And in light of the “too much stuff” objection, we think it won't be zero for two simultaneously either. But, we 
think, it can be zero for any one of the three.23 Or at least that is the proposal we want to float here.

Given this answer, one might wonder: is not the proposal we just sketched simply a version of Proposal 3? 
Recall that, on that proposal, conceptual engineering is defined in terms of two of the three activities we have 
been discussing (conceptual ethics, conceptual innovation, and conceptual implementation). The answer is no. 
Proposal 3 concerns unions. Now we are talking about complex activities built up from the extensions we previ-
ously discussed.

A worry about our proposal is that any activity that only involves parts of two of our three activities (rather 
than parts of all three) might not look like something worth calling “conceptual engineering”. For example: could 
you really have conceptual engineering with just some parts of conceptual ethics and conceptual implementation? 
Some may think that answering “yes” is a problem here. But we think it is not. Consider here papers advocating 
for eliminativism about a concept; e.g., papers advocating for no longer using (at least in certain contexts) our 
ordinary concept free will, or no longer using our ordinary concept belief. In such cases, no new concepts need be 
introduced, and no existing concepts need be revised. Let us suppose the authors are trying to get us (or others) to 
actually follow the normative view on the table. This feels like a project involving a kind of conceptual engineering, 
despite the lack of conceptual innovation. One might want to insist that maybe we are innovating/amending our 
whole “conceptual scheme” even if we are not creating or revising a specific concept. Perhaps so. But we think 
it is just as faithful a representation of the project on the table to say that it does not really involve conceptual 
innovation, despite being a project in conceptual engineering. Other examples of conceptual engineering that do 
not involve conceptual innovation are ones where people draw on conceptual innovations that others have made 
in the past. For instance, suppose one is simply advocating for using a concept that someone else already created, 
perhaps a century or more earlier.

Another worry about our proposal is that, like Proposal 1, it is over-inclusive. Do we really want to say that 
absolutely all cases of (i) conceptual ethics and conceptual implementation, (ii) conceptual ethics and conceptual 
innovation, and (iii) conceptual innovation and conceptual implementation really count as conceptual engineering? 
Will we not face embarrassing counterexamples in much the same way that Proposal 1 did? We grant that this 

 23This makes “conceptual engineering” out to be something like Goodman's “imperfect community” as discussed in Goodman (1951/1977).
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is indeed a worry. But we think that it can be mitigated by thinking about the following considerations. First, our 
proposal is less over-inclusive than many other proposals. For instance, earlier cases involving just one of the three 
activities will not be counterexamples to our view here. Second, it would be easy to come up with a proposal that 
is under-inclusive. We think our proposal strikes a nice balance here, including enough of the paradigm examples 
of conceptual engineering that help ground the current discussion of the topic, but without excluding too many 
of them.

We want to close by making three final points about our proposal.
First, if our view is right, then different projects in conceptual engineering can vary from each other in a 

number of significant ways. For example, contrast a project in conceptual engineering that does not involve any 
serious engagement with the project of conceptual implementation with one that does. Those two projects have 
quite distinct success-conditions: one is trying to do something that the other is not. Thus, the critiques of how 
these projects are carried out will vary. For example, issues about the difficulty of conceptual change, or the de-
gree to which we can control conceptual change, will (at least prima facie) have more bite for the second project 
than the first. This illustrates the following point: critiques of conceptual engineering as such need to pay atten-
tion to the diversity of projects within conceptual engineering. Tied to this, so too should critics be attentive to 
the distinction between conceptual engineering and conceptual ethics, since, again, the projects have distinct 
success-conditions.

The second point stems from the fact that, on our view, conceptual engineering is a kind of activity. As part of 
engaging in that activity, a philosopher might make any number of claims or advance any number of theses. For 
example, she might make claims about the nature of concepts, or about the internalism/externalism debate in the 
philosophy of language. Which of those claims are properly thought of as claims “in conceptual engineering”? We 
favor a sort of context-sensitive answer here.24 There are different relations a claim can have to a given project of 
conceptual engineering, or to the project of conceptual engineering as such. In asking whether a given thesis (e.g., 
content externalism in the philosophy of language) is a claim “in conceptual engineering”, we might be interested 
in whether the claim plays an important role in an existing theory in conceptual engineering as such.25 Or perhaps 
it is simply crucial to an attempt to carry out the engineering of a particular concept, or group of concepts. 
Alternatively, we might be interested in claims that might play an important role in debates about the nature of 
conceptual engineering as such, or a given contemporary debate about this. We will be focused on different such 
relations that a claim can have to a given project of conceptual engineering (or to the project of conceptual engi-
neering as such) in different contexts. Which relations are important, we think, should be reflected when asking 
about whether individual claims are ones in conceptual engineering. Individual claims will count as ones “in con-
ceptual engineering” when we focus (either explicitly or implicitly) on certain relations, and not when we focus on 
others. At the end of the day, we think, the status of claims (or questions, theses, etc.) matters less than the projects 
to which these claims are tied. Keeping those projects in mind—whether it is the overall project of conceptual 
engineering as such, or the conceptual engineering of some concept or group of concepts—is the key thing.

The above point that different claims—about a range of different topics—will be relevant to different projects 
in conceptual engineering also ties into thinking about the relations between conceptual engineering and things 
other than conceptual ethics. This leads to our third point. On our view, conceptual engineering has a particularly 
intimate connection to conceptual ethics, conceptual innovation, and conceptual implementation. These are the 
three activities we have built into our proposed account of what conceptual engineering is. But this does not mean 
that conceptual engineering is not also tightly connected (even if not as intimately so) to other activities.

 24Our account below parallels the account of what counts as a “claim” in a given area in McPherson and Plunkett (2017) (focusing on the case of 
metaethics) and Plunkett and Shapiro (2017) (focusing on the case of general jurisprudence).

 25For example: whether it plays an important role in Cappelen's theory of conceptual engineering in Cappelen (2018), or in Amie Thomasson's 
account of it in Thomasson (2020), etc.
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For example, consider the activity of trying to understand, or simply describe, the concepts we currently em-
ploy. This sort of descriptive project might be understood as a kind of conceptual analysis. The kind of descriptive 
information one gets from doing conceptual analysis will often be very helpful for engaging in a range of projects 
in conceptual engineering (just as it will be for many projects in conceptual ethics). After all, many projects in con-
ceptual engineering take off from the idea that a current concept is defective in some way, or at least that it could 
be improved. It would be hard to justify such an evaluative claim without any understanding of what the current 
concept involves, not to mention an understanding of what the proposed alternative concept involves. Consider 
the analogy: if one wants to fix a broken car by replacing one old part with a new one, one will need to understand 
some descriptive information about both car parts.

Another kind of activity that might often be of use to those engaged in conceptual engineering is the activ-
ity of better understanding the history of our concepts; e.g., where they came from and what people have done 
with them in the past.26 Uncovering such facts of conceptual history might well matter to a range of projects in 
conceptual engineering. For example, looking at facts about the history of a concept might help us better un-
derstand features of that concept, which in turn might lead us to appreciate ways in which it could be 
improved.27

There are numerous other activities we could list here as well. For instance, engaging in general normative is-
sues in epistemology or ethics will be helpful for many projects in conceptual engineering (and many in conceptual 
ethics). Our account gives room for the import of information and ideas gleaned from such other activities, despite 
not granting them pride of place in our proposed account of conceptual engineering.

One objection to our view is that these two other activities that we focused on above (conceptual analysis and 
conceptual history) should really be included in the definition of conceptual engineering as such, and not just noted 
as closely connected activities. Our basic response is simply that these activities are not as explanatorily central in 
helping illuminate the nature of the distinctive activity that is common to core cases of “conceptual engineering”. 
To make that case in full would require much more engagement with particular case studies than we have room for 
in this paper. So, instead of doing that here, we want to offer two additional thoughts that matter in assessing our 
proposal. First, our proposal (involving three activities) is simpler than a proposal involving five activities, which is 
arguably some sort of virtue. Second, it is not clear that engagement with these two activities—conceptual analysis 
and conceptual history—is more crucial to defining conceptual engineering than, say, the activity of engaging in 
research on metasemantics, or on normative epistemology.

5  | CONCLUSION

In this paper, we have put forward a view about how we should use the terms ‘conceptual engineering’ and ‘con-
ceptual ethics’. We put forward this proposal with the hope that it can help illuminate key philosophical distinc-
tions and projects that are closely related to each other, and help us make better progress in thinking about them 
in the years ahead. At the end of the day, the sorts of distinctions which our paper highlights matter regardless 
of the labels that are used to discuss them. We think the labels ‘conceptual engineering’ and ‘conceptual ethics’ 
are currently good ones to use for the relevant activities, but we very much take it as an open question whether 
better labels will emerge in the coming years. Indeed, if future work in conceptual engineering and conceptual 
ethics is successful, people might well discover better labels for the activities that we have discussed. If nothing 
else, we hope our work in this paper can serve as a helpful reference point for those who will carry out such work.

 26Note that, as the wording here suggests, the information here might be best understood (strictly speaking, given one's theory of concepts) not as 
the history of certain concepts as such, so much as the history of people's use of those concepts.

 27For more on conceptual history, see Plunkett (2016) and Dutilh Novaes (2015).
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